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1. Expected loss (or risk) of go ahead is L(go ahead, fair) × P (fair) + L(go ahead, rain) ×
P (rain) = −1× 0.4 + 2× 0.6 = 0.8. Expected loss of cancel is 3× 0.4 + 0× 0.6 = 1.2. To
minimise loss, should go ahead.

2. (a) The graphical model takes the form:
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P (X) =
∑

zn∈{1,2,3}

α(zn)β(zn) =
∑

z3∈{1,2,3}

α(z3)β(z3) (choose n=3)

We have that β(z3) = 1 for all values of z3; we just need to calculate α(z3) using the
recursion formula.

α(z1) = p(x1, z1) = p(x1|z1)p(z1)

=

0.7× 0.9
0.4× 0.1
0.8× 0.0

 =

0.63
0.04
0.0


α(z2) =

∑
z1∈{1,2,3}

α(z1)az1z2p(x2|z2)

=

(0.63× 0.5 + 0.04× 0.0 + 0.0× 0.0)× 0.3
(0.63× 0.3 + 0.04× 0.6 + 0.0× 0.0)× 0.6
(0.63× 0.2 + 0.04× 0.4 + 0.0× 1.0)× 0.2

 =

0.0945
0.1278
0.0284


α(z3) =

∑
z2∈{1,2,3}

α(z2)az2z3p(x3|z3)

=

(0.0945× 0.5 + 0.1278× 0.0 + 0.0284× 0.0)× 0.3
(0.0945× 0.3 + 0.1278× 0.6 + 0.0284× 0.0)× 0.6
(0.0945× 0.2 + 0.1278× 0.4 + 0.0284× 1.0)× 0.2

 =

0.014175
0.063018
0.019684


∴ P (X) = 0.014175 + 0.063018 + 0.019684 = 0.096877.
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(b) P (z2|X) = α(z2)β(z2)
P (X) . Hence, we require β(z2). Using the recursion formula, we have

β(z3) = 1 ∀z3 (by definition)

β(z2) =
∑

z3∈{1,2,3}

β(z3)az2z3p(x3|z3) =
∑

z3∈{1,2,3}

az2z3p(x3|z3)

(β(z3) = 1 constant)

=

0.5× 0.3 + 0.3× 0.6 + 0.2× 0.2
0.0× 0.3 + 0.6× 0.6 + 0.4× 0.2
0.0× 0.3 + 0.0× 0.6 + 1.0× 0.2

 =

0.37
0.44
0.20


∴ γ(z2) = P (z2|X)

=
1

0.096877
×

0.0945× 0.37
0.1278× 0.44
0.0284× 0.20

 =

0.361
0.580
0.059


Note: β(z2) = P (x3|z2), and hence does not sum to 1.

Note: In rectrospect, one can compute P (X) with
∑

z2∈{1,2,3} α(z2)β(z2), i.e. chosing
n=2, so that there is actually no need to compute α(z3) in (i).

Note: Getting the correct numbers depends on interpreting A correctly. One way is
to remember that aznzn+1 = P (zn+1|zn), i.e. transition probability, so that we need∑

zn+1
aznzn+1 = 1.

3. In this case it is simply a mixture model, as each hidden unit is independent of all the
other units. To undestand this note that the probabilities at a hidden node are the same
irrespective of the previous node.

4. Because the EM update rule is proportional to the transition probability, if it is initialised
at zero it will stay zero. Another heuristic way of seeing this is that the E step is effectively
generating fake ”hidden data” for the M step to learn from. But the E step would never
generate this transition (it has zero probability) and so the M step would never have any
”data” examples of this transition and so would never set it to be more than zero. This
would make it quickly apparent that this is not true for any regularised learning procedure.
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