
Probabilistic Modelling and Reasoning
Assignment 2

Instructor: Dr. Chris Williams

Published: Tues November 23, 2010
Due: Monday, December 13, 2010 by 4pm

Remember that plagiarism is a university offence. Please read the policy at
http://www.inf.ed.ac.uk/teaching/plagiarism.html

Marking Breakdown

A Results/answer correct plus extra achievement at understanding or analysis of results.
Clear explanations, evidence of creative or deeper thought will contribute to a higher
grade.

B Results/answer correct or nearly correct and well explained.

C Results/answer in right direction but significant errors.

D Some evidence that the student has gained some understanding, but not answered the
questions properly.

E Serious error or slack work.

Mechanics

You should submit this assignment manually to the ITO office in Appleton Tower by the
deadline. Handwritten paper submissions are acceptable if the handwriting is neat and
legible.

The policy stated in the School of Informatics MSc Degree Guide is that normally you will
not be allowed to submit coursework late. For exceptions to this, e.g. in case of serious med-
ical illness or serious personal problems, see http://www.inf.ed.ac.uk/teaching/years/

msc/courseguide10.html#exam.
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1 PCA [10%]

Load the data file steam.mat into Matlab. It contains a matrix of size 20400 × 150.
Each column contains the frame of a movie sequence. The movie frames are all of size
120 × 170 pixels and there are 150 frames1. You can watch the sequence using the func-
tion playAsMovie(data,120,170,0,figure, 0.05, [ 0 1 ] ), use help playAsMovie to
learn more. To look at individual frames use reshape:

figure; imagesc(reshape(data(:,1), 120,170)); axis image off; colormap gray;

The dimensionality of each frame is 170×120 = 20400, but we have only got 150 frames.
It seems reasonable to represent the data in a lower-dimensional space. We will first apply
PCA as a dimensionality reduction technique.

1. Write a function that computes the principal components of the data:

[ mu, E, lambda, p ] = getEigenvectors(data)

The function receives as input the data and returns the mean image mu as a column vec-
tor, a matrix E whose columns are the eigenvectors corresponding to the (descending)
ordered eigenvalues lambda of the covariance matrix of data. The additional output
p is the cumulative percentage of the variance explained by each if the eigenvalues in
lambda. In such a function, you should assume that the dimensionality D of data is
high compared to the number of data points N (as it is the case here!) and therefore
your implementation must perform the eigen-decomposition efficiently. Hand in the
Matlab code of the function.

HINTS: you will probably find the Matlab functions eig and sort helpful. Read
about the trick for computing the eigen-decomposition of a covariance matrix in high-
dimensional spaces in §12.1.4 in Bishop (2006) or at
http://www.cs.nyu.edu/~roweis/notes/snap.pdf. If data is a matrix of N data
points of D dimensions you will end up computing the eigen-decomposition of a N×N
matrix, rather than a D ×D matrix.

2. Using the function from the previous question compute the eigenvalues and eigenvectors
of the data. Provide an image plot of the first 15 eigenvectors and state the first two
eigenvalues. Make sure that the range of gray values is the same for all plots. Produce
a plot that shows the cumulative variance as a function of the number of components;
determine how many components are needed to explain at least 90 % of the variance
in the data. (HINT: check out the cumsum function.)

NOTE: When you plot the eigenvectors in separate imagesc-plots make sure that
you use the same range of gray values for all plots. The range can be specified as a
parameter to imagesc. For instance, do the following:

1The movie has been downloaded from http://alumni.media.mit.edu/~szummer/icip-96/. See also
Szummer & Picard, ICIP 1996, Temporal Texture Modeling for details.
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E15 = E(:,1:15);

figure;

imagesc(reshape(E(:,1), 120,170), [ min(E15(:)) max(E15(:)) ]);

colormap gray; axis image;

Also, don’t plot one image per figure - use subplot instead.

2 Factor Analysis [45%]

We will now try to model the data using factor analysis (FA). FA models the data x ∈ RD

using a set of latent variables z ∈ RM where z ∼ N (0, IM) and x ∼ N (Wz + µ, Ψ). D is
the dimensionality of the observed data, M the number of latent states, and Ψ is a diagonal
matrix. The resulting marginal distribution over x is given asN (µ, C) where C = WW T +Ψ.

1. Fit a FA model with M = 15 latent states to the data, use the function fa3 provided
for this purpose. This function fits a FA model using EM. Before running fa32 initialize
the state of the random number generator to 1:

randn(’state’, 1);

[ W Psi LL mu ] = fa3(data’, M, nIter, tol);

where LL returns the log likelihood of the training data under the model. Use a maxi-
mum number of nIter=500 iterations and tol=0.000001 to ensure EM has converged.
Plot the factors as images and compare to the principal components obtained in the
previous question. Also plot the elements of the Ψ as an image. Explain what this
image of Ψ shows.

2. Now repeat the above using two different seeds for the random number generator: 21
and 101. Compare the likelihoods of the training data under the three learned models
as well as the learned factor loadings. To compare the factor loadings use the Matlab
function subspace which computes the angle between two subspaces: for instance,
subspace(W1,W2) computes the angle between the spaces spanned by matrices W1 and
W2 respectively; the angle is returned in radians. If this angle is small then W1 and W2

nearly span the same subspace, while if it is π/2 then the subspaces are orthogonal.
Also, you should visualise the the individual factors that you have learned (although
you don’t have to hand in such a figure). Comment on the results considering the
nature of the representation that FA learns.

3. Above we have explored PCA as a method to reduce the dimensionality of the data.
Why would it not make sense to first apply PCA to the data and then FA? (Consider
the effect that PCA would have on the data and the kind of structure FA attempts do
discover.)

2The code for factor analysis (fa3) as well as the code for LDS that will be re-
ferred to below are modified versions of the code provided by Zoubin Ghahramani at
http://learning.eng.cam.ac.uk/zoubin/software.html. The original code has been modified so
as to be able to handle the high dimensionality of the data.
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4. FA models the data as a Gaussian N (µ, C) where the covariance C is given above.
Thus, one way to obtain the likelihood of a datapoint under the learned FA model
would be to compute the covariance matrix and to then just compute the Gaussian
likelihood. This gives

log p(x) = −1

2
(x− µ)T C−1(x− µ)− 1

2
log |C| − D

2
log(2π). (1)

However, in the case at hand this approach would be extremely computationally ex-
pensive since the covariance matrix would be of size 20400 × 20400. We can use
matrix identities (like we did for PCA above) to reduce the cost. Let a nonsingu-
lar matrix H be written as H = A + BDE. Then we have the identity H−1 =
A−1 − A−1B(D−1 + EA−1B)−1EA−1. Applying this to WIMW T + Ψ we obtain

dT C−1d = dT Ψ−1d− dT Ψ−1W (IM + W T Ψ−1W )−1W T Ψ−1d (2)

where d = (x−µ) and IM is the M ×M identity matrix. Note that Ψ is diagonal and
therefore its inverse and terms such as dT Ψ−1 can be computed efficiently.

To address the log |C| term in equation 1 we make use of the identity |A||D+EA−1B| =
|D||A + BD−1E| to give

log |WW T + Ψ| =
D∑

i=1

log Ψii + log |IM + W T Ψ−1W |. (3)

Inverting a D×D matrix takes O(D3) time, as does the computation of its determinant.
By using equations 2 and 3 determine the complexity of computing log p(x) in terms
of D and M .

5. Using equations (2) and (3) write a Matlab function L = FALLikelihood(W, Psi, mu, X)

that computes the log likelihood of a dataset X under a FA model. The function takes
as input the D × M factor loadings matrix W, a D × 1 dimensional vector Psi that
contains the elements on the diagonal of the noise variance Ψ, the D × 1 dimensional
mean vector mu, and the D × N dimensional matrix with the dataset X. Hand in the
code for your function.

6. When fitting a FA model we need to choose the number of latent factors M as a
parameter. In order to choose M for the data at hand perform cross validation. For
this purpose shuffle the frames randomly (you can use the Matlab function randperm

for this purpose). Split your dataset into 5 batches of size 30. Then fit FA models with
M = 1, 10, 15, 20, 30, 40, 50. For each value of M repeat the fitting 5 times, using 4 of
the 5 batches (i.e. 120 frames) as training data and the fifth batch as test data (not
used for training!). For each model evaluate the log likelihood of the training data and
of the test data under the learned model. Use the function from the previous question
and compute the average log likelihood per frame for both training and test data. Plot
your results in a suitable manner and comment. Also explain why it makes sense to
shuffle the frames before splitting the data into batches. Give one alternative method
to cross validation for performing model selection, and explain briefly how it works.
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7. Consider again the model fitted in the first question with M = 15 with seed 1 (make
sure you use the correct seed, maximum number of iterations, and tol parameter!). For
each frame, compute the posterior mean and variance of the first three latent factors.
As a reminder, the posterior mean and variance have been derived in Tutorial 7. For
your convenience the results are:

E[z|x] = GW T Ψ−1(x− µ) (4)

cov(z|x) = G (5)

where G = (IM + W T Ψ−1W )−1; this is also given in Bishop (2006) sec. 12.2.4.

Hand in the code that you have used to compute the posterior distribution, and a
figure that plots the posterior means together with the (marginal) posterior standard
deviations of the three components as a function of the frame number. Plot each of
the means along with a “tube” that indicates ±5× the (marginal) standard deviation.
Comment on what you see. What can you say about the (marginal) standard deviation?

3 Linear Dynamical System [45%]

We will now attempt to model the data using a linear Gaussian HMM, also known as a
linear dynamical system (LDS). A LDS models a sequence of observations x1...N through a
sequence of latent states z1...N as follows (see also §13.3 in Bishop, 2006):

zn = Azn−1 + wn (6)

xn = µ + Czn + vn (7)

z1 = µ0 + u (8)

w ∼ N (0, Γ) (9)

v ∼ N (0, Σ) (10)

u ∼ N (0, V0). (11)

Below we will assume that Γ and Σ are diagonal matrices. µ is a global offset, and µ0 is the
mean of the initial latent state distribution p(z1).

1. Explain why a LDS might be appropriate for the data at hand. How does a LDS
compare to FA?

2. Fit a LDS with M = 15 dimensional latent state to the data. Use the provided function
lds2. As above, set the seed for the random number generator to 1 before calling the
function:

T = 150;

nIter = 500;

tol = 0.01;

randn(’state’, 1);

net = lds2(data’,M,T, nIter,tol, 1);
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where T is the sequence length, and nIter and tol determine the maximum number
of iterations and the convergence criterion respectively.

Report the final likelihood of the data under the LDS model. Compare the average
likelihood per frame under the LDS model with the average likelihood per frame under
the FA model obtained with M = 15. Also, visualize the C matrix in the same way as
you visualized the factor loadings W before, and compare C for the LDS and the W
obtained for FA with M = 15 using the subspace function. Comment on the results.

HINT: lds2 returns a structure net that contains the parameters of the learned model
and the log-likelihood. Note that lds2 uses different names for some of the parameters:
The state noise covariance Γ is Q, the observation noise covariance Σ is R (this D ×D
dimensional diagonal matrix is returned as a D × 1 dimensional vector), the initial
state mean µ0 is x0 and the initial state covariance V0 is P0.

3. For factor analysis we have used cross validation on the permuted data to select the
appropriate number of latent factors for the data at hand. Would this be a sensible
approach for determining the number of latent states of the LDS?

4. Use the function kalmansmooth2 to infer the posterior distribution of the latent states:

dataM = data’ - repmat(net.Mu,N,1);

[lik, Xfin, Pfin ]=kalmansmooth2(net.A,net.C,net.Q,net.R,net.x0,net.P0,...

permute(dataM,[3 2 1 ]));

where the ... operator allows you to have a line break in a single Matlab statement.

Plot the posterior means and marginal standard-deviations for the first three latent
states as a function of time as for the FA model above. Also, for the same three
latent states, plot the marginal standard deviations separately (without the mean) as
a function of time step. Comment on your results.

HINT: kalmansmooth2 returns the likelihood of the sequence under the model lik, the
posterior means Xfin, and the posterior covariance at each time step Pfin (this is V̂n

in eq. (13.98) in Bishop, 2006). Note that kalmansmooth2 does not subtract the data
mean, so this needs to be done before passing the sequence to the function.

5. From the inferred latent state you can reconstruct the original movie. Hand in code that
generates the mean reconstruction (i.e. without adding observation noise). Compare
the reconstruction with the original movie (the code snippet below might be useful:
it shows the reconstruction and the original movie side by side; it assumes that the
reconstruction is in the matrix recon). Hand in a figure that shows the first and last
frame of the reconstructed movie. Comment on your results.

imy = 120;

imx = 170;

N = 150;

tempFull = [];
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tempFull(:,1:imx,:) = reshape(data,imy,imx,N);

tempFull(:,imx+(1:imx),:) = reshape(recon,imy,imx,N);

fprintf(’Showing the original movie and the mean reconstruction...\n’);

playAsMovie(reshape(tempFull, imx*2*imy,N),imy,2*imx,0,figure,0.05,[0 1]);

6. The LDS allows you to sample a new movie. Write code that sets the seed of the
random number generator, and then samples a sequence of 150 frames (as before,
ignore the observation noise, i.e. use the means of the conditional distributions over
xn for your movie). Hand in the code, including specification of the seed. Generate a
plot of the latent state sequence for all 15 states. Play the movie using playAsMovie,
making sure that you choose the range of gray values to be between 0 and 1:

playAsMovie(newMovie,120,170,0,figure,0.05, [ 0 1 ])

Plot the 5th, 75th and 145th frame of your movie and hand in these figures. Comment
on your results. You might observe that the sampled state sequence becomes unstable
towards the end. This is a common problem and can be addressed by imposing ad-
ditional stability constraints when estimating the model parameters (but we don’t do
this here)3.

HINT: To sample from a multivariate Gaussian distribution with covariance Σ you
can use the Cholesky decomposition (Matlab function chol) as explained in tutorial
4, question 6 and Bishop (2006) p. 528. WARNING: Matlab’s chol by default returns
an upper triangular matrix. Do help chol for more details.

7. In a LDS all marginal and conditional distributions are Gaussian.

Compute the mean and covariance of x1 under the LDS model.

As the distribution of x1 is Gaussian we can therefore easily evaluate log p(x1) as for
the FA model. A näıve approach to computing log p(x1, x2, . . . ,xN) would be to com-
pute the ND × ND covariance matrix of the x’s, and then evaluate the likelihood
of the sequence (x1, x2, . . . ,xN) under this Gaussian. However, this would be terri-
bly inefficient. Instead we seek below to develop a recursive procedure to compute
log p(x1, x2, . . . ,xN), which we also write as log p(x1:N).

Assume that we have implemented a Kalman filter, so that we can compute p(zn|x1:n)
recursively. From this it is also easy to obtain p(zn+1|x1:n), this is the “time update”
on lecture slide 21. Show how this can be used to develop a recursive procedure to
compute log p(x1:N). You may assume (correctly!) that it is not difficult to integrate
out a single z variable analytically in a Gaussian expression. NOTE: You are NOT
required to specify the computation in detail (in terms of A, C, Γ, Σ etc), but merely
to outline what steps would need to be taken.

3If you are interested you can find more on this in the following paper: Siddiqi et al., NIPS
2007, A Constraint Generation Approach to Learning Stable Linear Dynamical Systems (see also
http://www.select.cs.cmu.edu/projects/stableLDS/). But it is not necessary to read this paper to
answer the question.
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4 Notes on Matlab

• Remember, there are only a limited number of licences for MATLAB. After
you have finished using MATLAB, quit from the MATLAB session so that
others can work.

• Under the Resources heading on the PMR page there are a number of Matlab tuto-
rials listed.

• You can find out more about most Matlab functions by typing help followed by the
function name. Also, you can find the .m file corresponding to a given function using
the which command.

An easy way to get a listing of a function is to give the command type <function>,
e.g. type imagesc.

• close all closes all the windows. It helps if things get cluttered.

• Making plots. Read about this in the “Introduction to Matlab ” linked from the PMR
homepage. Recall that the current figure can be save as an encapsulated postscript file
myplot.eps using

print -deps myplot.eps

I then find the unix command epstopdf helpful for creating .pdf files for inclusion in
documents.
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